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1 Introduction

The predictability of equity returns has long been a central topic in financial research. Pre-

dictors such as valuation ratios and macroeconomic indicators have shown varying degrees

of success for different forecasting horizons. Campbell and Thompson (2008) highlighted the

long-term return predictability by valuation ratios such as dividend-price and earnings-price

ratios. Although robust over longer periods, these metrics struggle to provide predictions at

monthly horizons and have limited out-of-sample robustness. Similarly, Bollerslev, Tauchen,

and Zhou (2009) investigated the variance risk premium (VRP), showing its usefulness for

medium-term forecasts and noting its reduced effectiveness in shorter intervals. We aim to

improve the predictability of short-term equity returns by introducing a novel high-frequency-

based predictor. We segment the monthly distribution of high-frequency returns into core and

tail components while distinguishing between negative and positive returns, i.e. downside and

upside of the return distribution.

Previous studies have predominantly emphasized tail risks, focusing on extreme market

movements as key drivers of return dynamics. For example, Kelly and Jiang (2014) show the

importance of tail risk measures in asset pricing. While this approach captures the kurtosis of

the return distribution, it often overlooks the informational value embedded within the return

distribution’s more typical, less extreme core. Barndorff-Nielsen, Kinnebrock, and Shephard

(2008) introduce measures for downside and upside risk of the return distribution containing,

respectively, all returns below and above a certain threshold. The difference of upside and

downside, henceforth the asymmetry, provides valuable information on the skewness of the

return distribution. Our methodology builds on both approaches by distinguishes not only

between tails and cores, but also between the downside and upside part of the return distri-

bution, hence, combining the information stemming from skewness and kurtosis in a single

setting.

We calculate realized variances across four segments of the return distribution: downside

tail, downside core, upside core, and upside tail. The core and tail components allow us to cal-

culate risk measures that capture, respectively, typical and extreme return behaviors. Further,

core asymmetry is defined as the difference between typical upside and downside variances.
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Similarity, tail asymmetry captures the differences between extreme positive and negative

variances. By systematically varying the threshold, α, which defines core and tail components,

we find the threshold, α∗, which optimizes the predictive power, measured through adjusted

R-square values.

Using a monthly vector-retrogression (VAR) framework, our predictors achieves an adjusted

R-squared of 7.25%.The optimal threshold α∗ to distinguish between tails and cores is ap-

proximately 28.77%, where the adjusted R-squared reaches its maximum. This is significantly

higher than what the literature uses as a threshold for defining the tail, e.g. 1%, 5% or 10%

thresholds. When we include only tail components, the predictive power declines, with ad-

justed R-squared values peaking below 4%. In contrast, the predictive power when only the

core components are included is over 6%. In the empirical findings we highlight the role of

core asymmetries in predicting one-month-ahead market returns.

The model achieves an out-of-sample R2 of 4.1% at the optimal threshold for one-month-

ahead market returns, outperforming traditional predictors like the variance risk premium

(VRP). Rolling and expanding window analyses further validate the stability of the model, with

OOS R2 consistently exceeding 3%.

To ensure the robustness of our findings, we performed several additional analyses. These

include testing alternative thresholds to distinguish between downside and upside parts of the

return distribution, such as median-based and zero-based splits, which yield qualitatively sim-

ilar results. We also compare traditional and proposed predictors, finding that incorporating

conventional variables alongside core and tail asymmetry offers marginal improvements in

predictive power. Our measures outperform traditional metrics in both in-sample and out-of-

sample analysis, such as VRP and valuation ratios. While our predictor performs well in the

short term, traditional predictors perform better in the medium term of three months and

onward. This suggests a complementary relationship between the predictors.

Our paper contributes to two intertwined strands of literature: the growing body of work

emphasizing the role of asymmetric risks in asset pricing and the vast literature on equity

premium predictability. We propose a novel, model-free framework for forecasting short-term

equity returns by analyzing truncated high-frequency return distributions. Specifically, we de-

compose the returns into core and tail components while distinguishing between negative and

2



positive returns. The latter distinction allows us to construct asymmetry measures for core

and tail components. Empirically, we show that core asymmetry- capturing differences in typ-

ical upside and downside variation- drives the predictive power of our approach, significantly

improving both in-sample and out-of-sample forecasts of monthly market returns.

In the context of asymmetric risk, our work is based on recent contributions highlighting

the importance of downside versus upside variation in shaping return dynamics. Kilic and

Shaliastovich (2019) and Feunou, Jahan-Parvar, and Okou (2018) decompose the variance risk

premium into components “good” (upside) and “bad” (downside), showing their differential

predictive power. Bekaert, Engstrom, and Ermolov (2015); Bekaert and Engstrom (2017) de-

velop regime-switching, non-Gaussian models in which bad environments disproportionately

affect consumption and asset prices. Feunou, Fontaine, and Tédongap (2013) introduce the

BiN-GARCH model to disentangle the downside risk from the upside uncertainty, and Feunou,

Jahan-Parvar, and Tédongap (2016) propose and evaluate parametric models where conditional

skewness is defined as the standardized difference between the upside and downside variances.

In the option-implied domain, Huang and Li (2019) find that variance asymmetry is a priced

factor in the cross-section of stock returns. At shorter horizons, Breckenfelder and Tédongap

(2012) show that asymmetric realized volatility extracted from high-frequency data improves

return forecasts. Our contribution complements these studies by introducing a distributional

truncation method to isolate and quantify asymmetry within specific regions of the return

distribution, providing a flexible and intuitive forecasting tool.

Our paper also relates to the extensive literature on equity premium prediction, which has

evolved significantly in response to critiques such as Goyal and Welch (2008), who questioned

the robustness of many popular predictors. In response, Campbell and Thompson (2008)

demonstrated that predictors may still be valuable, especially for longer horizons. Subsequent

work expanded the set of predictors, drawing from macroeconomic indicators (Cooper and

Priestley, 2009; Møller and Rangvid, 2015; Belo and Yu, 2013; Piazzesi, Schneider, and Tuzel,

2007), variance-based measures (Bollerslev, Tauchen, and Zhou, 2009; Bakshi, Panayotov, and

Skoulakis, 2011; Bekaert and Hoerova, 2014), sentiment indicators (Hirshleifer, Hou, and Teoh,

2009; Rapach, Ringgenberg, and Zhou, 2016; Huang et al., 2015), and cross-sectional metrics

(Kelly and Jiang, 2014; Pollet and Wilson, 2010; Maio, 2016; Colacito et al., 2016). Other
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studies have explored technical and commodity-based predictors (Neely et al., 2014; Driesprong,

Jacobsen, and Maat, 2008). More recently, Goyal, Welch, and Zafirov (2024) revisited many of

these predictors using extended data and found that several lose statistical significance in

particular out-of-sample. In contrast, our high-frequency, asymmetry-based predictor shows

statistical robustness and economic relevance at short horizons, offering a new direction in

searching for reliable return forecasts.

The remainder of the paper is organized as follows: Section 2 outlines the framework and

variance measures. Section 3 describes the data and methodology. Section 4 presents the

results, including in-sample and out-of-sample predictability and benchmarking against tradi-

tional predictors. Section 5 examines robustness, and Section 6 concludes with key findings

and implications.

2 Framework

As Campbell and Thompson (2008) pointed out, the abundance of historical data allows us to

directly extract risk measures from high-frequency data without relying on additional assump-

tions. This approach contrasts with the variance risk premium (VRP), which relies on implied

volatility and involves numerous assumptions and interpolations.

Over the last decade, forecasting literature has increasingly focused on the behavior of the

tails of return distributions, providing both parametric and non-parametric approaches for

quantifying these extreme values. Building on these insights, we aim to capture the dynamics

of asset returns by considering the entire distribution of high-frequency returns rather than

limiting our analysis to the tails.

In line with the risk-return trade-off suggested by Merton (1973), much of the financial lit-

erature has focused on total return variance as the primary predictor of equity risk. However,

we argue that this approach can be misleading. Behavioral biases cause equity investors to

perceive and treat different segments of the return distribution unequally, leading to hetero-

geneous risk assessments. We extend their approach by decomposing these risks into core and

tail components. Specifically, we divide the return distribution into four segments: downside

tail, downside core, upside core, and upside tail. While the tail has been analyzed in prior
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studies, the core — which represents more typical return behavior— has often been overlooked

since Campbell and Thompson (2008) showed that valuation ratios tend to outperform tra-

ditional mean-based approaches. Using this insight, we propose an approach based on the

skewness and kurtosis of the high-frequency return distribution. Skewness may account for

asymmetry between upside and downside variations within a specific period, such as a month.

Kurtosis captures the tail thickness of the high-frequency return distribution and is crucial for

determining the optimal cut-offs between the tail and core parts of the distribution.

Using this insight, we propose an approach based on the skewness and kurtosis of the high-

frequency return distribution. We consider skewness because upside and downside variations

may not be symmetric within each time period, such as a month. We consider kurtosis because

the thickness of the tails influences the variation within the tails. By segmenting the return

distribution using quantiles rather than a fixed value—such as zero—higher kurtosis implies

lower variation in the tails, meaning returns are closer to each other. In line with Campbell

and Thompson (2008), we use the mean to separate upside and downside variations before

determining the optimal threshold, denoted as alpha, within each segment.1

We start by considering five-minute log-returns in month t. The ith log-return in month t

is denoted ri,t and there a nt five-minute log-returns in month t. Following Barndorff-Nielsen,

Kinnebrock, and Shephard (2008), as a first step, we distinguish between downside and upside

risks; that is, we argue that investors perceive downside risk and upside potential differently.

There are three thresholds to distinguish between downside and upside parts of the return

distribution, i.e. median-based, mean-based and zero-based splits. For the ease of notation we

rely on the monthly median of the five-minute log returns, denoted qt(1/2). We note that

our results are qualitatively similar for all three thresholds. Independent of the threshold,

downside (upside) parts of the return distribution will henceforth be denoted with a - (+)

sign. Distinguishing between downside and upside also considers the skewness of the return

distribution.

Building on the literature that emphasizes the role of distributional tails, we further refine

the decomposition of the return distribution by partitioning both the downside and upside

1Using the mean provides the highest predictive power, though the choice is not critical. Splitting by the
median or zero yields qualitatively similar results. Choosing zero, however, places more weight on outliers and
diverges from the concept of a truncated return distribution. See the Appendix for more details.
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regions into core (C) and tail (T) components. Specifically, we introduce a threshold parameter

0 < α < 1/2 and define the corresponding quantiles qt(α) and qt(1 − α) as the α-th and

(1 − α)-th quantile returns at time t, respectively. This partition divides the monthly return

distribution into four regions: downside tail, downside core, upside core, and upside tail. The

number of observations that fall into each region reflects the frequency and distribution of

extreme and typical returns on both sides of the distribution. Formally, we have:

nT−
t (α) =

nt

∑
i=1

I (ri,t < qt (α))

nC−
t (α) =

nt

∑
i=1

I (qt (α) ≤ ri,t < qt (1/2))

nC+
t (α) =

nt

∑
i=1

I (qt (1 − α) > ri,t ≥ qt (1/2))

nT+
t (α) =

nt

∑
i=1

I (ri,t ≥ qt (1 − α)) ,

(1)

where I (·) is the indicator function. For record nT−
t + nC−

t + nC+
t + nT+

t = nt. It follows that

the average returns with these four components are defined as

µT−
t (α) =

1
nT−

t (α)

nt

∑
i=1

ri,t I (ri,t < qt (α))

µC−
t (α) =

1
nC−

t (α)

nt

∑
i=1

ri,t I (qt (α) ≤ ri,t < qt (1/2))

µC+
t (α) =

1
nC+

t (α)

nt

∑
i=1

ri,t I (qt (1 − α) > ri,t ≥ qt (1/2))

µT+
t (α) =

1
nT+

t (α)

nt

∑
i=1

ri,t I (ri,t ≥ qt (1 − α)) .

(2)

Finally, we define the monthly downside and upside tail realized variances as

RVT−
t−1:t (α) =

1
nT−

t (α)

nt

∑
i=1

(
ri,t − µT−

t (α)
)2

I (ri,t < qt (α))

RVT+
t−1:t (α) =

1
nT+

t (α)

nt

∑
i=1

(
ri,t − µT+

t (α)
)2

I (ri,t ≥ qt (1 − α)) .
(3)
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Similarly, the monthly downside and upside core realized variances are respectively

RVC−
t−1:t (α) =

1
nC−

t (α)

nt

∑
i=1

(
ri,t − µC−

t (α)
)2

I (qt (α) ≤ ri,t < qt (1/2))

RVC+
t−1:t (α) =

1
nC+

t (α)

nt

∑
i=1

(
ri,t − µC+

t (α)
)2

I (qt (1 − α) > ri,t ≥ qt (1/2))
(4)

We argue that extracting these risk measures from high-frequency data provides a predictor

of equity risk without relying on assumptions, in contrast to traditional predictors like the

variance risk premium. By decomposing the return distribution into four parts (downside

tail, downside core, upside core, upside tail), we capture a more nuanced view of the return

dynamics. Our approach, which uses high-frequency log returns and computes variance across

different thresholds, contributes to understanding both extreme and typical return behavior.

Each of the four variances defined in equations (4) is valued differently by equity investors,

and this disaggregation of equity risk can be important for enhancing our understanding

of the equity risk-return tradeoff. To analyze the risk-return tradeoff, we follow the vector

autoregression (VAR) methodology and define the state vector

z⊤t = [ rt−1:t RVT−
t−1:t (α) RVC−

t−1:t (α) RVC+
t−1:t (α) RVT+

t−1:t (α) ] (5)

where the monthly excess log return is given by

r = log(1 + RSP500)− log[(1 + r f )(1/12)],

and the realized variance measures are likewise expressed in monthly terms. The dependent

vector zt in equation (5) may be augmented to include other potential return predictors such

as the VRP, PD ratio, etc. We assume that the vector zt has the following VAR dynamics

zt = θ0 + Θzt−1 + ut where E [ut] = 0 and E
[
utu⊤

t

]
= Σ (6)

where the first equation addresses returns predictability by the remaining state variables.

We compute the four risk measures for various threshold levels. By systematically varying

α, we can determine the optimal α which maximizes the adjusted R-squared of the VAR depicted
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in equation (6).

We also use combined risk measures to capture the asymmetry between the upside and

downside. Our core and tail asymmetry measures are defined as follows:

RV∆C
t−1:t(α) =RVC+

t−1:t(α)− RVC−
t−1:t(α)

RV∆T
t−1:t(α) =RVT+

t−1:t(α)− RVT−
t−1:t(α).

where RV∆C
t−1:t and RV∆T

t−1:t are the core and tail asymmetry respectively. This allows us to

rewrite the state vector depicted in equation (5) as

z⊤t = [ rt−1:t 2RVT−
t−1:t (α) 2RVT+

t−1:t (α) RV∆C
t−1:t (α) RV∆T

t−1:t (α) ],

a reformulation that preserves the information content in the VAR system.

Finally, consistent with the insights of Bansal and Kiku (2011), multihorizon return pre-

dictability fundamentally depends on the distributional properties of multi-period returns,

particularly their first and second moments. Subsequently, the necessary term structures of

expected returns and (co)variances are readily derived by leveraging the recursive nature of

the VAR framework.

3 Data

To compute monthly predictors of tail and core variances of the return distribution, we use

high-frequency equity logarithmic (log) returns. Olsen Financial Services provides the raw

data. The sample period ranges from January 1, 1990, to December 31, 2019. The raw data

set contains 2,954,439 one-minute observations. We delete 28 outliers that are abnormally

small or large. Further, we eliminate all trading days with less than 200 observations, yielding

2,952,909 one-minute observations.

Next we establish a five-minute grid according to the following grid xxh04, xxh09, xxh14,

etc., henceforth 04-09 grid. In case of a missing value we take the last available value. The first

return of the day capture the returns between the opening price and the first observation of

the 04-09 grid. Further, no trading prices after closing are considered.
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Finally, we remove overnight returns as the paper focuses on high frequency returns. This

yields 576,726 five-minute returns over a sample period of 360 months, from January 1990 to

December 2019. Unlike other empirical papers such as Ang et al. (2006) and Drechsler and

Yaron (2010) which winsorize their variables, we use the returns as they are. We use these

returns to compute our monthly risk measures.

Table 1 summarizes the descriptive statistics and correlation matrix for the key variables

used in our analysis. These include monthly excess log returns (r), realized variances for

downside tail (RVT−), downside core (RVC−), upside core (RVC+), upside tail (RVT+), tail

asymmetry (RV∆T), and core asymmetry (RV∆C), as well as traditional predictors such as the

variance risk premium (VRP) and the price-dividend ratio (log(P/D)).

The upper panel of Table 1 reports descriptive statistics, including the mean, variance,

skewness, kurtosis, and first-order autocorrelation for each variable. Monthly excess log returns

(r) display a mean (0.01) and variance (0.04), with a negatively skewed distribution (−0.79) and

significant excess kurtosis (4.74), reflecting occasional extreme events. Realized variances differ

between core and tail components. Tail variances (RVT− and RVT+) exhibit higher means (8.19

and 8.36, respectively) and variances (12.15 and 14.24), capturing the magnitude and frequency

of extreme return fluctuations. In contrast, core variances (RVC− and RVC+) have lower means

(both 0.25) and variances (0.52 and 0.48). All realized variances are positively skewed and have

high kurtosis, with tail variances showing the most extreme deviations, consistent with their

focus on rare, large market movements.

The log price-dividend ratio (log(P/D)) has a mean of 0.68 and high autocorrelation (0.98),

typical for a slowly varying valuation predictor. The VRP, with a mean of 19.82 and substantial

variance (7.85), captures market-implied risk expectations but shows lower skewness and kurto-

sis than realized variances. These differences suggest a complementary nature of the proposed

risk measures and traditional predictors.

The lower panel of Table 1 depicts the correlation matrix. Realized variances across the four

components are highly correlated (correlations ranging from 0.91 to 0.97), indicating a shared

underlying risk structure despite their segmentation. Asymmetries are much less correlated

with other predictors with about 0.5 when related to the four individual components. Excess

returns (r) show weak negative correlations with all realized variances, with slightly stronger
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relationships for tail variances (r with RVT− = −0.13 and RVT+ = −0.14) compared to core

variances (r with RVC− = −0.09 and RVC+ = −0.12). Traditional predictors, including the

PD ratio and VRP, are weakly correlated with both excess returns and realized variances.

Figure 1 shows the dynamics of asymmetries by separately analyzing core and tail compo-

nents of the return distribution. Panel A focuses on core asymmetry, while Panel B highlights

tail asymmetry.

Panel A depicts the core asymmetry, which measures the difference between typical upside

and downside variances within the core of the distribution. The core excludes extreme values,

focusing instead on the more frequent and moderate returns. Core asymmetry fluctuates

significantly over time, aligning closely with major market events. For example, we observe

sharp spikes in core asymmetry during the late 1990s and early 2000s, coinciding with the

bursting of the tech bubble, as well as during the Great Financial Crisis (2007–2009). These

periods of heightened asymmetry reflect increased imbalances between typical positive and

negative returns, indicative changing investor sentiment. During calmer periods, such as the

mid-2000s and the post-crisis recovery, core asymmetry stabilizes, reflecting more balanced

and less volatile market conditions.

Panel B highlights tail asymmetry, which measures the difference between extreme positive

and negative returns in the tails of the distribution. This predictor captures rare, high-impact

events that dominate during periods of significant market stress or exuberance. Tail asymmetry

spikes similarly as the core asymmetry.

We now turn to the empirical evaluation of our proposed predictors. By examining the

segmented components of high-frequency return distributions, we analyze how they capture

both typical and extreme market dynamics. The results presented below aim to show how core

and tail asymmetries contribute to the short-term predictability of equity returns.

4 Results

This section outlines the empirical results, divided into in-sample and out-of-sample predictabil-

ity analyses. The in-sample analysis highlights the role of core and tail asymmetries in explain-

ing one-month-ahead market returns, while the out-of-sample analysis evaluates the model’s

10



robustness and forecasting performance across different thresholds and timeframes.

4.1 In-sample predictability

This section examines the in-sample predictability of our predictor for one-month-ahead market

returns, focusing on the period from January 1990 to December 2019. Our analysis highlights

the usefulness of tail and core components, both individually and in combination, in forecast-

ing excess market returns. We use our vector autoregression (VAR) framework, systematically

exploring how adjusted R-squared varies across different thresholds of our risk measure, de-

noted by α, within the range [0.02, 0.48].

Figure 2 illustrates the adjusted R-squared values for three distinct regression setups: (i)

using only the tail components, (ii) using only the core components, and (iii) using the com-

bined tail and core components. The y-axis represents the adjusted R-squared, while the x-axis

corresponds to the threshold α. This framework aims to identify the optimal α that maximizes

the adjusted R-squared, thereby enhancing the predictability.

The combined analysis of tail and core components shows that the optimal α is approxi-

mately 28%, yielding an adjusted R-squared of 7%. This result is depicted as the black line in

Figure 2. When focusing solely on the core components, the adjusted R-squared peaks at 6%

with an optimal α of around 30%, represented by the red line. Interestingly, the tail compo-

nents show a different pattern. For the tail alone, the adjusted R-squared peaks at a much lower

α, around 1.5%, and subsequently declines as α increases. This behavior, shown as the blue

line, suggests that the tail’s predictive power diminishes beyond its narrow range of optimal

thresholds. Notably, the tail outperforms the combined model at its peak, but this advantage

dissipates as α increases.

These findings provide insights into the interplay between tail and core components in

predicting market returns. The distinct behavior of the tail—with its optimal threshold usually

restricted to extreme percentiles of the distribution—has likely contributed to an underap-

preciation of the core’s role in return predictability. When additional core components are

introduced, their marginal contribution to predictability becomes significant only for α values

exceeding 6%, which lie well beyond the conventional thresholds of 1% or 5% typically associated

with tail analysis.
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Our results challenge traditional notions that focus on extreme events represented by the

tails. Instead, we argue for a broader definition of the tail, extending it to encompass thresh-

olds as high as 25% to 30%, thereby incorporating the core. This perspective shows that the core,

rather than the tail, plays a more crucial role in driving short-term return predictability. Conse-

quently, truncating the high-frequency return distribution at these expanded thresholds could

improve forecasts. By reevaluating the balance between tail and core components, we suggest

a framework for understanding the dynamics of short-term market return predictability.

Table 2, Panel A, presents the results of the vector autoregression analysis for monthly

excess market returns, focusing on the explanatory power of four key components of the re-

turn distribution: downside tail variance, downside core variance, upside core variance, and

upside tail variance. The table shows coefficient estimates, t-statistics, and the overall adjusted

R-squared. Downside core variance and upside core variance are particularly significant, with

a positive and statistically robust coefficient of the downside core variance, while the upside

core variance has a negative and similarly significant coefficient. These findings suggest that

typical downward movements positively predicts future returns, indicating compensation for

perceived downside risks. Conversely, typical upward movements show a negative relation-

ship, implying a premium paid by investors for upside potential. The tail components, show

weaker statistical significance, suggesting that extreme values contribute less to short-term re-

turn predictability. We will return to this below. When all four components are combined, the

model achieves an adjusted R-squared of 7.25

In Table 2, Panel B, we focus on the asymmetry within the core and tail components of

variance. To capture this, we reformulate our equation to measure the difference between up-

side and downside movements within core variance and tail variance. Although the individual

variance components exhibit high correlation (as shown in Table 1), their asymmetries are less

correlated, enabling us to isolate their predictive significance.

Our analysis shows that core asymmetry is particularly significant, with a negative coef-

ficient, while tail asymmetry, though also negative, is less significant. These results indicate

that larger asymmetries, especially within the core, are predictive of future returns. This sug-

gests that investors are compensated for perceived downside risks associated with asymmetric

variance.
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Table 3 gives the optimal thresholds (α) that define the boundaries between core and tail

components, along with their associated predictive power (R2). The tail components alone,

exhibiting by smaller thresholds (αT ≈ 1.45% for the downside variance and αT ≈ 2.87% for

the upside variance), have limited predictive power, with R2 values below 4%. This indicates

that the predictive value of tails is restricted to extreme market movements, consistent with

prior literature on downside risk.

In contrast, core components, with an optimal thresholds of αC ≈ 30%, shows stronger

predictive power with both components. The combined core asymmetries achieve an R2 of

6.44%. Notably, the model incorporating both core and tail components yields the highest R2

of 7.25%, with an optimal threshold of αC ≈ 28.77%. However, the model performs well with

only the tail asymmetry and the core asymmetry with an R2 of 6.29%. This shows that it is the

asymmetries that carry most predictive power.

Figure 3 visualizes the within-sample predictive power of tail and core asymmetries across

varying thresholds and models. The red line, representing core asymmetry, shows a steady

increase in predictive power as α rises, peaking around 30%. In contrast, the blue line,

corresponding to tail asymmetry, shows a peak at a lower α (approximately 20%).

The black line in Figure 3, shows the full model that includes all components (RVT−,

RVC−, RVC+, RVT+), yields the highest predictive power at an optimal threshold of α∗ =

28.77%. The gray line, which reflects the combined effect of tail and core asymmetries, closely

follows the full model at slightly lower levels, highlighting the marginal value added by con-

sidering all components.

Figure 3 also shows that while tail asymmetries contribute to the predictive power of the

model, it is the core asymmetries that provide the most. This challenges conventional ap-

proaches that focus predominantly on tail risk by showing that incorporating core asymmetry

significantly enhances predictability. The results suggest that investors should account for

more common market variations in addition to extreme events when assessing short-term

return dynamics, in particular the asymmetries within the core variance.
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4.2 Out-of-sample predictability

In line with Campbell and Thompson (2008), we calculate the out-of-sample (OOS) R2 to eval-

uate the model’s predictive out-of-sample performance. The OOS R2 is defined as:

R2
oos = 1 − ∑T′

t=1(yt − ŷt)2

∑T′
t=1(yt − ȳ)2

,

where yt represents the actual values of the dependent variable in the test set, ŷt denotes the

predicted values, and ȳ is the mean of the actual values. The number of observations in the

test is T′. Both rolling and expanding window analyses are employed with an initial window

length of 15 years (T′ = 180 months), ensuring the inclusion of the Global Financial Crisis

(2007–2008) in the OOS period.

Figure 4 depicts the OOS R2 for rolling and expanding windows across various thresholds

(α) defining the separation between core and tail components. Both methods show a peak

around the in-sample optimal α∗ ≈ 28%, with the OOS R2 exceeding 4% for monthly vector

autoregressions (VAR). The expanding window consistently outperforms the rolling window

across most thresholds, achieving higher R2 values. This result suggests that the expanding

window effectively captures persistent risk-return relationships by using an extended data

horizon. Predictive power diminishes for α < 10%, in line with the marginal contribution of

tail components to OOS predictability relative to the core.

We implement additional constraints to check robustness, as outlined by Campbell and

Thompson (2008). Specifically, we impose a “Positive Slope” condition, ensuring that the pre-

dictor’s coefficient aligns with theoretical expectations. Additionally, negative return forecasts

are replaced with zero under the “Positive Forecast” restriction. These conditions prevent un-

realistic predictions and improve model reliability. Including the Global Financial Crisis from

the OOS period slightly reduces the R2 values, though the pattern remains consistent, with

predictive power peaking near the optimal α∗.

Figure 5 provides a graphical comparison of observed, forecasted, and mean monthly ex-

cess returns. The observed returns (blue line) show significant volatility, particularly during

periods such as the dot-com bubble and the Global Financial Crisis. The forecasted returns (red

line) capture the time-varying dynamics of market returns reasonably well on average. The
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mean return (yellow line), computed using a rolling 15-year window, remains stable, offering

a baseline for comparison. The forecasted returns often outperform the mean, particularly

during periods of heightened market turbulence.

Table 5 benchmarks the OOS R2 performance of the proposed risk measures against es-

tablished predictors, including the variance risk premium (VRP) and the price-dividend (PD)

ratio. Our model achieves the highest OOS R2, with 4.92% for the fixed window and 4.47% for

the expanding window. In contrast, the PD ratio exhibits limited predictive power, yielding a

positive R2 of 0.37% only in the expanding window, while the VRP shows negative R2 values

across both frameworks.

Our OOS analysis suggests the robustness and predictive strength of the proposed risk

measures. By decomposing return distributions into core and tail components and optimiz-

ing the threshold α, the model offers significant improvements in short-term market return

forecasting. These findings challenge traditional approaches that rely mostly on long-term pre-

dictors, such as the PD ratio, VRP, or tail risk measures and suggest to include the asymmetries

in the core and tail of the distribution when thinking about the equity risk-return tradeoff.

5 Comparison with established predictors

5.1 Short-term performance

We evaluate the performance of our proposed risk measures by comparing them to established

predictors, such as the variance risk premium (VRP) and the price-dividend (PD) ratio. These

traditional predictors are widely recognized for their forecasting effectiveness over medium-

and long-term horizons. Table 4 provides the coefficient estimates and adjusted R2 values for

eight regression models, highlighting the relative contribution of each predictor to explaining

one-month-ahead excess returns.

The results suggest the superior performance of our proposed risk measures in capturing

short-term market dynamics. When used independently, the VRP and PD ratio achieve adjusted

R2 values of 0.69% and 1.54%, respectively. Combining the two predictors yields an adjusted

R2 of 1.37%. In comparison, our risk measures yield an adjusted R2 of 7.25%, significantly
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outperforming traditional predictors at the one-month horizon. Adding the PD ratio to our

risk measures marginally increases the adjusted R2 to 7.39%, while incorporating the VRP

slightly reduces it to 7.06%. Combining our predictors with both the PD ratio and VRP yields

an adjusted R2 that is slightly lower than that of our risk measures alone.

We also provide additional robustness checks in the Appendix that show the dominant

contribution to predictability stems from core asymmetry. Models focusing solely on core

asymmetries consistently outperform those that focus on tail asymmetries, suggesting that typ-

ical return variations within the core carry more predictive information than extreme events

in the tails. Traditional predictors, while valuable for forecasting over longer horizons, provide

limited incremental value in short-term settings.

Extending the analysis to longer horizons suggests an evolving hierarchy of predictors. At

the one-month horizon, our risk measures significantly outperform both the VRP and PD ratio.

However, as the horizon extends to 3–9 months, the VRP surpasses our predictors, reflecting its

strength in medium-term forecasting. Beyond nine months, the PD ratio emerges as the most

effective predictor.

To ensure robustness, we conducted several additional analyses (see Appendix). First, we

tested alternative thresholds, such as median and zero, instead of the optimal α∗, and found

qualitatively similar results. Second, we explored the impact of using alternative grids for five-

minute returns and found no significant changes in the findings. Third, we implemented a

simplified variance measure, inspired by Barndorff-Nielsen, Kinnebrock, and Shephard (2008),

which involved splitting returns at zero and squaring them rather than calculating variance.

This approach yielded an adjusted R2 of approximately 3%, significantly lower than that of our

proposed framework. Finally, regressions using only core or tail asymmetries confirmed that

the bulk of predictability stems from core asymmetry, with tail asymmetry contributing little

to the explanatory power.

5.2 Multiple-horizon performance

In this section we study the predictive power of different risk measures for various fore-

cast horizons. Using both local projection and overlapping methodologies, we show that our

measure performs best in the short term, and, in line with the literature, the variance risk
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premium (VRP) dominates in the medium term, and the log price-dividend ratio (log(P/D))

becomes the strongest predictor over longer horizons.

We first outline the local projection and overlapping methodologies. Let v be a vector with

the same dimension as the state vector zt, and let V be a matrix with the number of columns

equal to the dimension of zt and the number of rows less than or equal to the dimension of zt.

We define the variables yt = v⊤zt and xt = Vzt and estimate the predictive linear regression:

yt+1:t+h = amh + b⊤mhxt−m+1:t + u(m)
t+h (7)

where

yt+1:t+h =
1
h

h

∑
j=1

yt+j and xt−m+1:t =
1
m

h

∑
i=1

xt−i+1. (8)

The approach to estimate amh and bmh in equation (8) is referred to as overlapping method-

ology. The gist consists of aggregating the predictors backwards and the forecasted variables

forwards.

The estimation of amh and bmh in equation (8) follows the “overlapping” methodology,

which aggregates predictors backward and forecasted variables forward. However, such aggre-

gation increases the persistence of variables, potentially inflating statistical significance and

R2, as noted by Stambaugh (1999) and Valkanov (2003). To address this issue, we employ local

projections, which use the stationarity of the VAR to estimate amh and bmh without artificially

boosting predictability. Section E in the appendix provides the derivation of these coefficients

in terms of VAR parameters:

amh =
(

v − V⊤bmh

)⊤
(I − Θ)−1 θ0 and bmh =

(
1
m

Σxx
mm

)−1(1
h

σ
xy
mh

)
(9)

where I denotes the appropriate identity matrix,

σ
xy
mh = VΣzz

(
(I − Θ)−1 (I − Θm)

)⊤ (
(I − Θ)−1

(
Θ − Θh+1

))⊤
v

Σxx
mm = VΣzz

mmV⊤,
(10)
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and where

Σzz
mm = mΣzz + Σzz

((
(I − Θ)2

)−1 (
Θm+1 − mΘ2 + (m − 1)Θ

))⊤

+

((
(I − Θ)2

)−1 (
Θm+1 − mΘ2 + (m − 1)Θ

))
Σzz,

(11)

with vec (Σzz) = (I − Θ ⊗ Θ)−1 vec (Σ).

Likewise, the R2 of the predictive regression (7) is given by:

R2
mh =

σ
xy⊤
mh (Σxx

mm)
−1 σ

xy
mh(

σ
y
h

)2 (12)

where σ
xy
mh and Σxx

mm are given by equation (10), and where

(
σ

y
h

)2
= v⊤Σzz

hhv. (13)

In Figure 6 we present the results of the multiple-horizon forecasting analysis, comparing

our measure to alternative predictors across forecast horizons. Panel A gives results from

the local projection methodology, while Panel B displays the overlapping methodology. Both

approaches show how predictive power shifts as the forecast horizon extends from one to

twenty-four months.

At the shortest horizon (one month), our proposed measure consistently outperforms tra-

ditional predictors such as the VRP and log(P/D). As such the risk measures introduced in

this paper capture complementary information to the established predictors. Under the local

projection approach, our predictor remains dominant for the first three months. Thereafter,

the VRP becomes the strongest predictor, in line with prior research indicating that variance

risk is particularly effective at forecasting medium-term equity returns due to its sensitivity

to investor sentiment and risk appetite. Beyond five months, log(P/D) emerges as the most

effective long-term predictor.

The overlapping methodology produces a similar pattern. Our measure delivers the highest

predictive power at short horizons, while the VRP reaches its peak effectiveness around four

months. As the forecast horizon extends beyond six months, log(P/D) overtakes the VRP.
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Our results suggest that selecting the best measure depends on the forecast horizon. Our

measure gives improved short-term return forecasting, particularly within a one-to-three-month

window. Our finding suggests that investors should adjust their predictive models based on

the investment horizon.

6 Conclusion

We introduce a novel approach to short-term equity return predictability by segmenting high-

frequency return distributions into core and tail components. Our methodology identifies

core asymmetry — representing differences in typical upside and downside variances — as the

principal driver of predictive power, significantly outperforming traditional predictors such

as the variance risk premium and valuation ratios. Our empirical results show an in-sample

adjusted R2 of 7.25% and an out-of-sample R2 exceeding 3% for one-month-ahead market returns,

with optimal thresholds for segmentation centered around 28.77

We challenge conventional views that prioritize extreme tail events by highlighting the

additional informational value embedded within the core of the return distribution. The

predictive power of core asymmetry highlights the importance of typical market fluctuations,

which have been historically overlooked in favor of rare, high-impact events. These findings

align with behavioral theories suggesting that investor sentiment and risk perception vary

across segments of the return distribution.

We confirm the robustness of our results through sensitivity analyses, including alternative

segmentation thresholds and cross-comparison with established predictors. Core asymmetry

consistently exhibits significant explanatory power. Furthermore, combining core and tail

measures with traditional predictors yields marginal gains, suggesting their complementary

nature.

By taking a different approach through which we examine the risk-return tradeoff, we con-

tribute to the ongoing dialogue on equity premium prediction. Our findings show the potential

of using high-frequency data to uncover patterns that extend beyond traditional metrics.
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Figure 1: Asymmetry measures

The figure shows the monthly core asymmetry (Panel A), defined as RV∆C
t−1:t(α) = RVC+

t−1:t(α)−
RVC−

t−1:t(α), where RVC+
t−1:t(α) and RVC−

t−1:t(α) represent the upside and downside core volatil-

ities, respectively. Panel B depicts the monthly tail asymmetry, defined as RV∆T
t−1:t(α) =

RVT+
t−1:t(α) − RVT−

t−1:t(α), where RVT+
t−1:t(α) and RVT−

t−1:t(α) capture the upside and downside

tail volatilities, respectively. Here, α denotes the threshold that maximizes the in-sample pre-

dictability R-squared.The sample period spans from January 1990 to December 2019.

Panel A: Core asymmetry
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Panel B: Tail asymmetry
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Figure 2: Within-sample predictability across thresholds: core versus tail

This figure represents the adjusted R-squared values for monthly VAR regressions of the excess

market return. The blue (red) line captures the the explanatory power of the tails (cores)

for various values alpha. Alpha defines the threshold between tail can core in the return

distribution of minutes log returns. The sample period ranges from January 1990 to December

2019.
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Figure 3: Within-sample predictability across thresholds: asymmetries

This figure represents the adjusted R-squared values for monthly VAR regressions of the excess

market return. The light blue (light red) line captures the the explanatory power of the tail

(core) asymmetry for various values alpha. The black line captures the same explanatory

power as [RVT−, RVC−, RVC+, RVT+]. Finally, the light gray captures the explanatory power

of the tail and core asymmetries combined. The sample period ranges from January 1990 to

December 2019.
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Figure 4: Out-of-sample predictability across thresholds

This figure represents the out-of-sample R-squared values for monthly VAR regressions of the

excess market return. The window of analysis spans 15 years and the blue (red) line cap-

tures the the explanatory power of the expanding (fixed) window analysis for various val-

ues alpha. Alpha defines the threshold between tail can core in the return distribution

of minutes log returns. The sample period ranges from January 1990 to December 2019.

27



Figure 5: Monthly excess log return: actual, predicted and mean

This figure compares the observed monthly excess to forecasted ones. That is the blue line

represents the observed monthly excess return, the red line captures our forecast and the

yellow line is the average monthly excess return computed with a rolling window of 15 years.
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Figure 6: Multiple-Horizon Forecasting

This figure depicts the evolution of predictive power for different risk measures over forecast

horizons ranging from one to twenty-four months. Panel A presents results using the local

projection methodology, while Panel B displays the overlapping methodology. The asymmetry

measure exhibits the strongest predictive power in the short term, the variance risk premium

(VRP) dominates in the medium term, and the log price-dividend ratio (log(P/D)) becomes the

most effective predictor over longer horizons.

Panel A: Local Projections
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Panel B: Overlapping Methodology
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Table 1: Summary statistics

The upper panel of this figure contains the summary statistics for our VAR analysis. r denotes

the annualized excess log return, RVT−, RVC−, RVC+ and RVT+, denote the downside tail,

downside core, upside core and upside tail realized variance. Similarly, RV∆T and RV∆C

denote the tail and core asymmetry, respectively. Further log(P/D) and VRP, denote the log

price divide ratio and the variance risk premium, both of which are used in the robustness

analysis. The measures of realized variances and the VRP are expressed in squared percentages.

The lower panel captures the pairwise correlation between the variables of the analysis. The

sample period ranges from January 1990 to December 2019.

r RVT− RVC− RVC+ RVT+ RV∆T RV∆C log(P/D) VRP

Summary statistics

E[ · ] 0.01 8.19 0.25 0.25 8.36 0.17 -0.00 0.68 19.82

V[ · ] 0.04 12.15 0.52 0.48 14.24 3.86 0.07 0.26 7.85

S[ · ] -0.79 7.03 8.03 7.81 7.94 4.25 -3.45 -0.21 1.92

K[ · ] 4.74 76.04 88.34 86.57 90.97 35.53 28.46 3.19 9.09

ac1 0.03 0.63 0.69 0.70 0.65 0.29 0.18 0.98 0.85

N 360 360 360 360 360 360 360 360 360

Correlation matrix

r 1.00 -0.13 -0.09 -0.12 -0.14 -0.11 -0.13 0.10 -0.02

RVT− 1.00 0.91 0.93 0.97 0.43 -0.35 -0.01 -0.02

RVC− 1.00 0.99 0.94 0.61 -0.59 -0.04 -0.05

RVC+ 1.00 0.95 0.59 -0.49 -0.06 -0.05

RVT+ 1.00 0.64 -0.43 -0.01 -0.04

RVT∆ 1.00 -0.48 -0.02 -0.06

RVC∆ 1.00 -0.11 0.05

log(P/D) 1.00 0.09

VRP 1.00
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Table 2: Within-sample predictability

This table contains the coefficients estimates and the t-statistics in brackets. The last column

contains the adjusted R-squared. Further, α denotes the threshold that distinguishes between

tail and core of the return monthly distribution of five-minute returns. Lastly, α∗ denotes the

threshold which maximizes the adjusted R-squared of the monthly VAR. The sample period

ranges from January 1990 to December 2019.

Panel A

α∗ = 28.77%

rt−1:t RVT−
t−1:t RVC−

t−1:t RVC+
t−1:t RVT+

t−1:t R2

rt:t+1 -0.01 0.14 16.00∗ -16.41∗ -0.18† 7.25
(-0.16) (1.24) (3.01) (-2.59) (-1.68)

RVT−
t:t+1 -0.26‡ 0.25 -39.79 45.72 0.18 42.74

(-2.03) (1.15) (-1.16) (1.44) (0.49)

RVC−
t:t+1 -0.01‡ 0.00 -1.55 2.08 0.01 57.48

(-2.54) (0.38) (-1.05) (1.53) (0.49)

RVC+
t:t+1 -0.01‡ 0.00 -1.46 1.90 0.01 55.16

(-2.01) (0.49) (-1.07) (1.51) (0.54)

RVT+
t:t+1 -0.33‡ 0.19 -47.80 54.26 0.35 47.57

(-2.23) (0.68) (-1.15) (1.42) (0.77)
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Panel B

α∗ = 28.77%

rt−1:t 2RVT−
t−1:t 2RVC−

t−1:t RV∆T
t−1:t RV∆C

t−1:t R2

rt:t+1 -0.01 -0.02 -0.21 -0.18† -16.41∗ 7.25
(-0.16) (-0.54) (-0.21) (-1.68) (-2.59)

2RVT−
t:t+1 -0.52‡ 0.43 5.92 0.36 91.43 42.74

(-2.03) (1.51) (1.22) (0.49) (1.44)

2RVC−
t:t+1 -0.03‡ 0.01 0.53‡ 0.02 4.16 57.48

(-2.54) (0.99) (2.46) (0.49) (1.53)

RVT∆
t:t+1 -0.07 0.06 0.27 0.17 8.54 24.14

(-1.21) (1.18) (0.23) (1.38) (1.03)

RVC∆
t:t+1 0.00∗ 0.00 -0.04‡ 0.00 -0.18 28.84

(2.94) (0.59) (-2.29) (0.02) (-1.01)
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Table 3: Return predictability with optimal thresholds

This table provides the optimal α and corresponding adjusted R-squared for various regres-

sions. α denotes the threshold that distinguishes between tail and core of the return monthly

distribution of five-minute returns. The optimal alpha captures the threshold which maxi-

mizes the R-squared for a given regression. The sample period ranges from January 1990 to

December 2019.

Predictors optimal α R-squared

RVT− 1.45 3.19

RVT+ 2.87 3.79

RVT−, RVT+ αT = 1.51 3.58

RVC− 1.02 1.76

RVC+ 48.00 1.96

RVC−, RVC+ αC = 30.26 6.44

RVT−, RVC−, RVC+, RVT+ α∗ = 28.77 7.25

2RVT−, 2RVC−, RV∆T, RV∆C α∗ = 28.77 7.25

RV∆T, RV∆C 28.71 6.29
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Table 4: Within-sample predictability: alternative models

This table provides robustness check for our analysis and covers various alternative regressions.

r denotes the monthly excess log return, RVT−, RVC−, RVC+ and RVT+, denote the downside

tail, downside core, upside core and upside tail realized variance. Further log(P/D) and

VRP, denote the log price divide ratio and the variance risk premium. The sample period

ranges from January 1990 to December 2019.

I II III IV V VI VII

r −0.01
(−0.16)

0.02
(0.29)

0.03
(0.47)

0.02
(0.33)

−0.02
(−0.26)

0.01
(0.17)

0.00
(0.05)

RVT,− 0.14
(1.24)

0.13
(1.12)

0.10
(0.96)

0.08
(0.77)

RVC,− 16.00
(3.01)

∗ 14.99
(2.61)

∗ 15.18
(2.76)

∗ 13.80
(2.23)

‡

RVC,+ −16.41
(−2.59)

∗ −14.97
(−2.15)

‡ −15.57
(−2.31)

‡ −13.61
(−1.76)

†

RVT,+ −0.18
(−1.68)

† −0.18
(−1.72)

† −0.13
(−1.19)

−0.13
(−1.21)

log(P/D) 0.02
(1.53)

0.02
(1.88)

† 0.01
(1.00)

0.01
(1.26)

VRP 0.04
(3.71)

∗ 0.05
(3.83)

∗ 0.03
(2.56)

‡ 0.04
(2.60)

∗

adj. R2 7.25 1.54 4.95 6.05 7.39 9.06 9.48
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Table 5: Out-of-sample predictability: alternative models

This table reports the OOS R-squared for our measures as well as established predictors (VRP,

PDR). The analysis is conducted for both fixed and expanding window. The initial window

spans 15 years, leaving another 15 years ofr the OOS analysis.

Fixed Expanding

r, RVT−, RVC−, RVC+, RVT+ 3.41 2.87

r, log(P/D) -0.51 0.37

r, VRP -3.72 -1.53
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Appendix

Asymmetries at the core

of short-term return predictability
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A Tail and core components

Figure 7: Core and Tail: upside and downside

Panel A and B represent of this figure, respectively, the tail and core components of the five-

minute return distribution. The components are computed for optimal alpha, α∗ = 28.77%
which maximizes the in-sample predicatibilty. Per definition the tail components are much

more prone to outliers. The sample period ranges from January 1990 to December 2019.

Panel A: Tail components
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Panel B: Core components
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B Forecasting performance of tail and core components

Table 6: Detailed performance of tails and cores

This complements Table 3 by providing more details on the forecasting performance on the

tails and core components separately. In panel A we note that when using the tails alone, the

optimal is small. The predictors however are neither economically nor statistically signifi-

cant. In panel B, we find that the core components are both economically and statistically

significant. The resulting R-squared reaches almost the one with all four components jointly,

showing that the cores provide the main forecasting power.

Panel A: Tail components

αT = 1.51%

rt−1:t RVT−
t−1:t RVT+

t−1:t R2

rt:t+1 -0.03 -0.01 -0.01 3.58
(-0.41) (-0.59) (-1.15)

RVT−
t:t+1 -0.94∗ 0.19 0.08 7.91

(-2.60) (0.88) (1.13)

RVT+
t:t+1 -0.76‡ 0.30† -0.00 13.45

(-2.00) (1.85) (-0.06)

Panel B: Core components

αC = 30.22%

rt−1:t RVC−
t−1:t RVC+

t−1:t R2

rt:t+1 -0.04 16.31∗ -18.75∗ 6.44
(-0.65) (2.79) (-2.91)

RVC−
t:t+1 -0.01∗ -1.58 2.41 55.98

(-2.82) (-1.03) (1.41)

RVC+
t:t+1 -0.01‡ -1.57 2.33 52.88

(-2.45) (-1.08) (1.44)
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C Alternative downside-upside thresholds

Table 7: Within-sample predictability with alternative thresholds of downside and upside

This table contains the coefficients estimates and the t-statistics in brackets. The last column

contains the adjusted R-squared. Further, α denotes the threshold that distinguishes between

tail and core of the return monthly distribution of five-minute returns. Lastly, α∗ denotes the

threshold which maximizes the adjusted R-squared of the monthly VAR. The sample period

ranges from January 1990 to December 2019.

Panel A: Threshold ZERO

α∗ = 29.49%

rt−1:t RVT−
t−1:t RVC−

t−1:t RVC+
t−1:t RVT+

t−1:t R2

rt:t+1 0.05 0.15 15.75∗ -17.07∗ -0.19† 7.21
(0.63) (1.33) (3.03) (-2.60) (-1.75)

RVT−
t:t+1 -0.47‡ 0.10 -50.82 62.60 0.24 45.76

(-2.12) (0.36) (-1.34) (1.63) (0.63)

RVC−
t:t+1 -0.02‡ -0.00 -1.94 2.67† 0.01 59.86

(-2.40) (-0.18) (-1.25) (1.70) (0.68)

RVC+
t:t+1 -0.02‡ 0.00 -1.68 2.31† 0.01 58.17

(-2.09) (0.00) (-1.25) (1.70) (0.58)

RVT+
t:t+1 -0.58‡ 0.02 -60.71 73.79 0.42 50.03

(-2.21) (0.06) (-1.31) (1.57) (0.89)
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Panel B: Threshold MEDIAN

α∗ = 28.65%

rt−1:t RVT−
t−1:t RVC−

t−1:t RVC+
t−1:t RVT+

t−1:t R2

rt:t+1 -0.02 0.07 11.32∗ -10.60‡ -0.13 5.75
(-0.27) (0.67) (2.63) (-2.11) (-1.18)

RVT−
t:t+1 -0.23† 0.52‡ -16.34 16.98 0.04 40.02

(-1.95) (2.31) (-0.74) (1.00) (0.15)

RVC−
t:t+1 -0.01‡ 0.02† -0.53 0.85 -0.00 55.27

(-2.41) (1.67) (-0.55) (1.14) (-0.03)

RVC+
t:t+1 -0.01† 0.02 -0.66 0.90 0.00 51.40

(-1.90) (1.49) (-0.70) (1.25) (0.24)

RVT+
t:t+1 -0.30‡ 0.51† -23.71 24.85 0.16 45.46

(-2.20) (1.73) (-0.88) (1.21) (0.46)
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D Measure development based on Barndorff-Nielsen, Kinnebrock,

and Shephard (2008)

The realized variance (RV) is non-parametric measure of variance based on high frequency

data, i.e. intra-daily data (Anderesen et al., 2001). The RV is defined as the sum of squared

log returns. Barndorff-Nielsen, Kinnebrock, and Shephard (2008) decomposed the RV into

downside and upside RV, denoted as RV− and RV+. To distinguish between downside and

upside returns, Barndorff-Nielsen, Kinnebrock, and Shephard (2008) define a threshold of zero.

Their approach conveniently implies that the sum of downside and upside RVs yield the total

RV.

RVt−1:t =
nt

∑
i

(
ri,t

)2

RV−
t−1:t =

nt

∑
i

(
ri,t

)2
× I[ri,t < 0]

RV+
t−1:t =

nt

∑
i

(
ri,t

)2
× I[ri,t > 0]

RVt−1:t =RV−
t−1:t + RV+

t−1:t]

Table 8: Forecasting performance of realized variance

This table presents the forecasting performance of the realized variance. Somewhat counter-

intuitively it shows that the higher the variance, the lower the return. This is due to the

heterogeneous information (downside risk and upside potential) aggregated in to a single pre-

dictor.

rt−1:t RVt−1:t R2

rt:t+1 -0.02 -0.02† 2.04
(-0.31) (-1.96)

RVt:t+1 -0.88‡ 0.60∗ 44.16
(-2.54) (5.10)
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Table 9: Realized Semi-variances

This table shows how downside and upside realized variance, when computed as the sum of

squared return below and above zero, predict future excess returns. While the sign of the

coefficient estimates convey the expected economic intuition (compensation for downside risk

and lower expected return for upside potential) they lack the statistical significance resulting

in low R-squared

rt−1:t RV−
t−1:t RV+

t−1:t R2

rt:t+1 -0.00 0.07 -0.10 1.81
(-0.05) (0.21) (-0.33)

RV−
t:t+1 -0.35 0.71 -0.10 42.92

(-1.64) (1.58) (-0.22)

RV+
t:t+1 -0.38† 0.64 -0.01 45.05

(-1.75) (1.37) (-0.02)
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Table 10: Realized downside and upside for tail and core measures

This table presents the forecasting performance when decomposing the monthly return dis-

tribution in the logic inspired by Barndorff-Nielsen, Kinnebrock, and Shephard (2008) . The

results are overall similar to our approach, although we note less statistical and economical

significance of the predictores as well as a lower R-squared

α∗ = 27.30%

rt−1:t RVT−
t−1:t RVC−

t−1:t RVC+
t−1:t RVT+

t−1:t R2

rt:t+1 0.12 0.32 13.88‡ -14.29‡ -0.35 4.16
(1.16) (0.91) (2.47) (-2.10) (-0.99)

RVT−
t:t+1 -0.51 0.49 -28.94 11.95 0.75 45.15

(-1.60) (0.88) (-0.96) (0.68) (0.63)

RVC−
t:t+1 -0.03‡ 0.00 -1.38 1.16† 0.03 50.17

(-2.15) (0.00) (-1.22) (1.77) (0.75)

RVC+
t:t+1 -0.02† 0.01 -1.13 0.77 0.03 46.66

(-1.72) (0.35) (-1.01) (1.15) (0.68)

RVT+
t:t+1 -0.52 0.46 -27.28 9.92 0.81 47.31

(-1.64) (0.79) (-0.90) (0.57) (0.68)
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Table 11: Forecasting performance of tail and core components

This table provides more details on the forecasting performance on the tails and core compo-

nents as computed in Barndorff-Nielsen, Kinnebrock, and Shephard (2008) fashion. In panel

A we find that, similar as our predictors, tail predictors alone are neither economically nor

statistically significant. In panel B, we find that the core components are both economically

and statistically significant. For better comparability we chose the same optimal thresholds αT

and αC which maximize the in-sample predictability.

Panel A: Tail components

αT = 1.51%

rt−1:t RVT−
t−1:t RVT+

t−1:t R2

rt:t+1 -0.02 0.07 -0.20 2.44
(-0.27) (0.18) (-0.59)

RVT−
t:t+1 -0.10‡ 0.52† 0.02 34.94

(-2.56) (1.86) (0.11)

RVT+
t:t+1 -0.10‡ 0.63‡ -0.01 39.32

(-2.51) (1.99) (-0.04)

Panel B: Core components

αC = 30.22%

rt−1:t RVC−
t−1:t RVC+

t−1:t R2

rt:t+1 0.03 13.51‡ -15.43‡ 3.47
(0.43) (2.01) (-2.24)

RVC−
t:t+1 -0.02‡ -1.05 1.70 47.73

(-2.29) (-1.12) (1.64)

RVC+
t:t+1 -0.01† -0.87 1.46 41.83

(-1.90) (-0.89) (1.33)
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E Local projections

Before we derive the results of our parametric model it proves usefull to be familiar with some

results of the VAR framework. Let zt follow a VAR model

zt
q×1

= Ψ + Φzt−1
q×1 q×q q×1

+ ϵt
q×1

(14)

where E[ϵt] = 0 and V(ϵt)= Σ
q×q

.

Further, the stationarity of the VAR process let’s solve for closed form solution of E[zt].

Rewriting equation (14) yields

E[zt] =Ψ + ΦE[zt−1]

=Ψ + ΦE[zt]

⇒ (I − Φ)E[zt] =Ψ

E[zt] =(I − Φ)−1Ψ

Similarily we can derive a closed form solution for expectation about future outcomes.

Et[zt+j] =Ψ + ΦEt[zt+j−1] + E[ϵt+j]︸ ︷︷ ︸
=0

=Ψ + ΦE[Ψ + ΦEt[zt+j−2]]

=Ψ + ΦΨj−1 + Φ · Φj−1Et[zt+j−2]] (15)

for t large enough, we can state that Et[zt+j]] = Et[zt+j−2]]. We can hence derive a system of

equation for equation (15) such that we can postulate

E[zt+j] = Ψj + Φjzt , j ≥ 0

where Ψj = Ψ + ΦΨj−1

Φj = ΦΦj−1

⇔

Ψj − (I − Φ)−1Ψ = Φ
(
Ψj−1 − (I − Φ)−1Ψ

)
Φj = Φj

We can solve for Ψj explicitely

Ψj =(I − Φ)−1Ψ + Φj−1(Ψ1 − (I − Φ)−1Ψ
)
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=(I − Φ)−1Ψ + Φj−1(Ψ − (I − Φ)−1Ψ
)

=(I − Φ)−1Ψ + Φj−1(I − Φ)−1((I − Φ)Ψ − Ψ
)

=(I − Φ)−1Ψ + Φj−1(I − Φ)−1ΦΨ

=(I − Φ)−1Ψ + Φj(I − Φ)−1Ψ

=(I − Φj)(I − Φ)−1Ψ

We can hence write

Et[zt+j] =Ψj + Φjzt

=(I − Φj)(I − Φ)−1Ψ + Φjzt (16)

F Parametric estimation as an alternative to aggregation

We define forward and backwards aggregated variables respectively as

zt+1:t+h =
k

∑
j=1

zt+j = zt+1 + zt+2 + ... + zt+h

zt−m+1:t =
m

∑
i=1

zt−i+1 = zt−m+1 + zt−m+2 + ... + zt

We further define a selection mechanism

yt =ι⊤zt where ι is a selection vector

xt =Λzt where Λ is a selection matrix

So we can rewrite the regression for the selected variables as follows:

yt+1:t+h = ψm,h + Φ⊤
m,hxt−m+1:t + u(m)

t+h (17)

and solve for the estimates

ψm,h = E[yt+1:t+h]− Φ⊤
m,hE[xt−m+1:t]

Φm,h =
(
Σxx

mm
)−1Σxy

m,h

We now want to explicitly express these parameters as functions of the VAR parameters as

well as the corresponding periods of forward and backward aggregation, denoted by h and m
respectively. The gist lies in the stationarity of the underlying process.

Let’s start with ψm,h:
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E[yt+1:t+h] =
h

∑
j=1

E[yt+j] =
h

∑
j=1

E[yt]

=hE[yt] = hE[ι⊤zt] = hι⊤E[zt]

=hι⊤(I − Φ)−1Ψ

E[xt−m+1:t] =
m

∑
i=1

E[xt−i+1] =
m

∑
i=1

E[xt]

=mE[xt] = mE[Λzt] = mΛE[zt]

=mΛ(I − Φ)−1Ψ

Hence, we can rewrite ψm,h as

ψm,h = E[yt+1:t+h]− Φ⊤
m,hE[xt−m+1:t]

= hι⊤(I − Φ)−1Ψ − Φ⊤
m,hmΛ(I − Φ)−1Ψ (18)

We now want to express Φm,h in a similiar fashion. To do so we use the same approach to

solve for Σxy
m,h and Σxx

m,m. It proves useful to introduce the following theorem

Theorem

C(X, Y) = C
[
Ec[X], Ec[Y]

]
+ E

[
Cc(X, Y)

]
(19)

Σxy
m,h =C[xt−m+1:t, yt+1:t+h]

=C
[
Et[xt−m+1:t], Et[yt+1:t+h]

]
+ E

[
Ct[xt−m+1:t], yt+1:t+h]

]︸ ︷︷ ︸
=0

=C
[
xt−m+1:t, Et[yt+1:t+h]

]
=C

[
m

∑
i=1

xt−i+1,
h

∑
j=1

Et[yt+j]

]

=C

[
m

∑
i=1

Λzt−i+1,
h

∑
j=1

Et[ι
⊤zt+j]

]
= C

[
Λ

m

∑
i=1

zt−i+1, ι⊤
h

∑
j=1

(
Ψj + Φjzt

)]

=Λ
m

∑
i=1

C

[
zt−i+1, , ι⊤

h

∑
j=1

(
Φj)zt

]
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=Λ
m

∑
i=1

C[zt−i+1, zt]

(
h

∑
j=1

Φj

)⊤

ι

=Λ
{

C[zt, zt] +
m

∑
i=2

C[zt−i+1, , zt]

}(
h

∑
j=1

Φj

)⊤

ι

=Λ
{

Σzz +
m

∑
i=2

C
[
zt−i+1, Et−i+1[zt]

]}( h

∑
j=1

Φj

)⊤

ι

=Λ
{

Σzz +
m

∑
i=2

C
[
zt−i+1, Ψi−1 + Φi−1zt−i+1

]}( h

∑
j=1

Φj

)⊤

ι

=Λ
{

Σzz +
m

∑
i=2

C
[
zt−i+1, Φi−1zt−i+1

]}( h

∑
j=1

Φj

)⊤

ι

=Λ
{

Σzz +
m

∑
i=2

(
C
[
zt−i+1, zt−i+1

](
Φi−1)⊤)}( h

∑
j=1

Φj

)⊤

ι

=Λ
{

Σzz +
m

∑
i=2

(
Σzz(Φi−1)⊤)}( h

∑
j=1

Φj

)⊤

ι

=Λ
m

∑
i=1

(
Σzz
(

Φi−1
)⊤)( h

∑
j=1

Φj

)⊤

ι

Σxy
m,h =ΛΣzz

(
m

∑
i=1

Φi−1

)⊤( h

∑
j=1

Φj

)⊤

ι (20)

Σxy
m,h =ΛΣzz

(
(I − Φ)−1(I − Φm)

)⊤(
(I − Φ)−1(Φ − Φh+1)

)⊤
ι (21)

where from equation (14)

Σzz =V[zt] = ΦV[zt−1]Φ⊤ + Var[ϵt]

=ΦΣzzΦ⊤ + Σ

⇒ vec(Σzz) =vec(ΦΣzzΦ⊤) + vec(Σ)

=(Φ ⊗ Φ)vec(Σzz) + vec(Σ)

= [I − Φ ⊗ Φ]−1vec(Σ) (22)

and, more generally for variance covariance between zt−i and zt is given by

Σzz
i =C[zt−i, zt] = C

[
zt−i, E[zt]

]
=C[zt−i, Ψi + Φizt−i] = Σzz(Φi)⊤ (23)
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Now, let’s solve for the backward aggregated variable.

Σxx
m,m =V[xt−m+1:t] = V

[
m

∑
i=1

xt−i+1

]

=V

[
Λ

m

∑
i=1

zt−i+1

]
= ΛV

[
m

∑
i=1

zt−i+1

]
Λ⊤

=Λ

[
mΣzz +

m−1

∑
i=1

(m − i)
(

Σzz
i + (Σzz

i )⊤
)]

Λ⊤

=Λ

[
mΣzz +

m−1

∑
i=1

(m − i)
(

Σzz(Φi)⊤ +
(
Φi)Σzz

)]
Λ⊤

=Λ

[
mΣzz + Σzz

(
m−1

∑
i=1

(m − i)
(
Φi))⊤

+

(
m−1

∑
i=1

(m − i)
(
Φi))Σzz

)]
Λ⊤

=Λ

[
mΣzz + Σzz

([
(I − Φ)2

]−1[
Φm+1 − mΦ2 + (m − 1)Φ

])⊤

+
[
(I − Φ)2

]−1[
Φm+1 − mΦ2 + (m − 1)Φ

]
Σzz
)]

Λ⊤
(24)

Proof

We define the following function

f (x) =
m−1

∑
i=1

(m − i)xi =
m−1

∑
i=1

ixm−i = xm−1
m−1

∑
i=1

x1−i = xm−1

(
m−1

∑
i=1

yi

)′

y=x−1

=xm−1
(

y − ym

1 − y

)′

y=x−1

=xm−1 (1 − mym−1)(1 − y) + (y − ym)

(1 − y)2
y=x−1

=xm−1 1 − mym−1 + (m − 1)ym

(1 − y)2
y=x−1

=xm−1 1 − mx1−m + (m − 1)x−m

(1 − x−1)2 =
xm−1 − m + (m − 1)x−1

x−2(1 − x)2

=
xm+1 − mx2 + (m − 1)x

(1 − x)2 (25)

Equivalently, if x is matrix, we can rewrite equation (25) as

m−1

∑
i=1

(m − 1)Φi =
[
(I − Φ)2

]−1[
Φm+1 − mΦ2 + (m − 1)Φ

]
Q.E.D.
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Finally we can rewrite Φm,h as

Φm,h =
(
Σxx

m,m
)−1Σxy

m,h

=

(
Λ
[

mΣzz + Σzz
([

(I − Φ)2
]−1[

Φm+1 − mΦ2 + (m − 1)Φ
])⊤

+
[
(I − Φ)2

]−1[
Φm+1 − mΦ2 + (m − 1)Φ

]
Σzz
)]

Λ⊤
)−1

×

ΛΣzz
(
(I − Φ)−1(I − Φm)

)⊤(
(I − Φ)−1(Φ − Φh+1)

)⊤
ι

with vec(Σzz) = [I − Φ ⊗ Φ]−1vec(Σ).

And recall ψm,h

ψm,h = hι⊤(I − Φ)−1Ψ − Φ⊤
m,hmΛ(I − Φ)−1Ψ

Recall the regression

yt+1:t+h = ψm,h + Φ⊤
m,hxt−m+1:t + u(m)

t+h

The R2
m,h is given by

R2
m,h =

Φ⊤
m,hΣxx

m,mΦm,h

Σyy
h,h

=
Σxy

m,h

(
Σxx

m,m
)−1Σxx

m,m
(
Σxx

m,m
)−1Σxy

m,h

Σyy
h,h

=
Σxy

m,h

(
Σxx

m,m
)−1Σxy

m,h

Σyy
h,h

(26)
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